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Learning objectives

m

Through this lecture, it is aimed for the students to be able to:

@ Formulate regression problems as a basis for forecasting

@ Estimate parameters in regression models

© Consider extensions to e.g. nonlinearity and nonstationarity

@ Understand the basics of cross-validation (time allowing)
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© Regression framework
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What is (linear) regression?

@ In the simplest case, data is available for:
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i

e y;i (i=t—n,...,t), the response variable, i.e., the variable we will want to predict,

eventually

e x; (i=t—n,...,t), an explanatory variable, i.e., a variable that can help us predict y

@ At this stage, imagine that x; and y; are your most recent wind speed and

corresponding power observations up to current time t

@ Example set with the last
n = 120 observations of

e wind speed x;, and

e corresponding power
generation y;
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power [MW]
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What is (linear) regression? (continued)

m

@ The aim is to uncovering some relationship between these explanatory and
response variables

o We first do that visually...

o ]
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o | .
[*5]
@ Same example, with the last o o

n = 120 observations of = e
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@ In this scatterplot, there seems ° b 0% %0
. . . SO o o
to be a (linear) relationship )
between wind speed and power El [ — : : :
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wind speed [m/s]
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What is (linear) regression? (continued)

m

@ Such a linear relationship between x and y can be written as
yi=Bo+bixi+ei, i=t—n,.. .t
where

e (o and (1 are the model parameters (called intercept and slope)

e ¢; is a noise term, which you may see as our forecast error we want to minimize

The linear regression model can be reformulated in a more compact form as

yi:ﬂTxi+€i7 i:tfn,...,t

o-[8]) =[]

with

@ It is often easier to deal with such compact formulations...
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Least Squares (LS) estimation
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@ Now we need to find the best value of 3 that describes this cloud of point

o Under a number of assumptions, which we overlook here, the (best) model
parameters 3 can be readily obtained with Least-Squares (LS) estimation

with
1 Xt—n
~ BO X 1 Xt—n+1
ﬂ - |: gl :| ) - : : ) y=
1 Xt

- . . 2
B = argming > 2 = argming > (y,- — ﬁTX;)

The Least-Squares (LS) estimate B of the linear regression model parameters is given by

— (XTx)—ley

Yt—n
Yt—n+1

yt

@ Even better: some functions in R/Matlab can do it for you!
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The resulting (linear) regression

m

o g
o
@ For the same example set with o
. o _|
the last n = 120 observations @ _
of o | y=-3.9+9.2x
. Q
o wind speed x;, and s ©
s
e corresponding power S 8
generation y; g o
o I
@ The LS-estimate of the model i
parameters is: & 1
o _]

~ —-3.9 T T T T T
B= { 9.2 } ) 0 2 4 6 8
wind speed [m/s]

@ This type of model and estimation can then be incorporated within in a forecasting
approach
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Forecasting in a (linear) regression framework

o At a given time t, you (as a forecaster) identified a good model:
yi250+zjilﬂj><j,i+5i, i=t—n,... t

(or, equivalently: yi=0B"xi +¢)

where
e y; is still your response variable (say, wind power generation) observed at time 7
e x; ;i is the observation at time i for the Jt explanatory variable (j =1,...,m)

o f3; is the model parameter for the Jt explanatory variable

e ¢; is a noise term, which you may see as our forecast error we want to minimize
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@ Based on the last n observations, you obtain an LS-estimate Bt, valid at time ¢

@ And you can issue forecast using these estimates ,@t, for any new values of the
explanatory variables, i.e.

o T
Verke = By Xtk

o Potential problem here: we do not know future values of the x variable (e.g.,

wind speed)!
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@ Nonlinear regression
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A motivation for polynomial regression

i

@ We have obtained input-output pairs {(x, y¢)}+ over the last 200 time steps and aim
to model their relationship

0.0

@ Using linear regression does not look like such a good idea...
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Linear regression

m

@ A simple linear relation is assumed between x and y, i.e.,
Ye=0o+ Pixt +er, t=t,—n,... t,
where

e Bo and B; are the model parameters (called intercept and slope)

e &t is a noise term, which you may see as our forecast error we want to minimize

The linear regression model can be reformulated in a more compact form as

Ve=B8"xe+e, t=to—n,... t

(2] =[]

with

12/39



=]
=
=

Least Squares (LS) estimation

m

@ Now we need to find the best value of 3 that describes this cloud of point

@ Under a number of assumptions, which we overlook here, the (best) model
parameters (3 can be readily obtained with Least-Squares (LS) estimation

The Least-Squares (LS) estimate B of the linear regression model parameters is given by

B =arg ming >, e =arg ming Y-, (vt — ,BTxt)2 =(X"X)"XTy

with
1 Xt,,fn yt,,fn
A 1 x¢— _
~ Bo } th—n+1 Yta—nt1
= A , X = o , = .
B=| 5 - Y _
1 Xtp, Ytn
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Extending to polynomial regression

m

@ We could also assume more generally a polynomial relation between x and y, i.e.,
P
Ye=PBo+ >,y Bpxt *e, t=to—n,... t
where

e Bp, p=0,...,P are the model parameters
e &t is a noise term, which you may see as our forecast error we want to minimize

This polynomial regression can be reformulated in a more compact form as

vi=B"x4e, i=t,—n,...  t

with
Bo 1
e e B
Bp x{
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Least Squares (LS) estimation

@ As the model is linear we can still use LS estimation!

The Least-Squares (LS) estimate B of the linear regression model parameters is given by

B =arg ming 3, = arg ming Y, (y: — ﬂTXt)2 =(X"X)"'XTy

with
N 2 P
5o 1 Xt,—n Xty—n s Xty—n Yta—n
A 2 P
N Bl 1 Xt,—n+1 Xtp—n+1 cee Xt,—pt1 Ytp—n+1
/6 = . ) X = . . . . , Y= .
3 2 P
B 1 X, X, cee X, Yt
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Going back to our example

i

@ We apply polynominal regression with P = 2 (quadratic) and P = 3 (cubic)

@ They both look quite nicer than the simple linear fit

@ We are lucky here that the relationship truly is quadratic... if fitting higher-order
polynominals, 5; =0, p > 2

@ In general, higher-order may yield spurious results(!)

16/39



=
=
=

With a more general nonlinear regression case =
o Let's model something that looks more like a power curve, and try a cubic fit
(polynomial regression with P = 3)
7 . TR ] AT
. AR ’ s X
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R
5 v 5
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34 - 34
g | §5 g |
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@ Indeed we need to find something better than simply fitting polynomials that way

o ldeas?
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Local polynomial regression

i

@ Use polynomial regression, though locally fitting those models

1.0

1 A A

AT
: o Consider a number of m of fitting
points, e.g., 0,0.1,...,1

0.6

0.4
I

@ Use some weighting function w to give
more or less importance to the various
data points

0.2
I

0.6 0.8 10

@ After fitting those models, we can reconstruct the full nonlinear regression curve by
connecting the values obtained at the fitting points
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Local polynomial regression

i

@ Let us concentrate on a given fitting point x,, e.g. x, = 0.6

o If aiming to fit a model that represents what happens in the neighborhood of x,,
more importance is to be given to data points close to x,

) AL T FOt
" ’ o For all data points {(x¢, y¢)}¢, the
corresponding weight w; can be

defined as

we = WXt — Xu, K)

e : ‘ : @ For instance with w a Gaussian kernel,

(e — Xu)z)

w(xt — Xu, 0) = exp ( 552

(Example Gaussian kernel with x, = 0.6 and
o =0.05)
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Weighted Least Squares (WLS) estimation

@ The previously introduced LS estimators can be generalized to account for weights

given to data points

The Weighted Least-Squares (WLS) estimate LA? of the polynomial regression model
parameters fitted at x, is given by
- . . 2 _
B = argming > Wies? = argming Do W (yt — BTxt) = (XTWX) 1XTWy
with
30 1 Xt,—n an_,, .. X{f:_,, Yto—n
~ ﬁl 1 Xt,—nt1 X1:2,,—n+1 s Xtp—ntl Ytn—n+1
=1 | X= : . Y= :
Pr 1 X x2 co Xt Yt
Wt,—n 0
Wt,—n+1
and W =
0 Wt,
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Applying the idea to a few fitting points

i

o First for that we focused on, i.e., x, = 0.6, say with a polynomial of degree 1

1.0

0.8

0.6
L

04

0.2

0.0 0.2 0.4 0.6 08 10
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Applying the idea to a few fitting points

i

o First for that we focused on, i.e., x, = 0.6, say with a polynomial of degree 1

1.0

o @gﬁi’eﬁ; ”“"%@g“m’

0.8

04

0.2

08 10

@ And then for another fitting point, x, = 0.2, say with a polynomial of degree 2
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The resulting power curve model

i

o We first fix a polynomial order, choice of kernel and its parameters, and number
of fitting points,

@ We then apply local polynomial regression at all fitting points and record the value at
those points, and eventually connect all those points, e.g., with linear interpolation

e 4
“

0.8

0.6

0.4

0.2

0.0

0.0 0.2 0.4 0.6 08 1.0

@ How to decide on those “meta-parameters”?

22/39



=]
=
=

m

© Nonstationarity: towards online learning
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Why could there be nonstationarity?

i

o Nonstationarity broadly means that the characteristics of the underlying processes
we consider may vary with time

@ Examples:

Dirty blades
Seasons
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Let's look at an example
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i

o We collect 1000 (x¢, y:) pairs (say, over a period of 1000 hours, t = 1,...,1000)

< -
°
o - °
5,800 of
@ 0 F8°% o o
© ° o ©
g o830
o5 ®
o2 960
BOB° o850
> N o 0 @ o
% °8 g0
% 8§
@‘@“’oo ©
) %
o
o %0g,°0 8, ©
Foo £3 8,
- - %0 8%°8
g o%o
°
o -
T

@ It is just very noisy, right?
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Digging into the data

i

o If we were to plot the data collected over the first 200 hours, and over the last 200
hours...

@ So.. maybe it is not just noise
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Estimation on sliding windows

m

@ Instead of estimating model parameters once for all, one may estimate them on
sliding windows

Given a window size n, The Least-Squares (LS) estimate (3, at time t is given by

P . 2 _
B, = argming S0, (v — B7x:)" = (X X)Xy

with
~ 2 P
50 ¢ 1 Xe—n Xt—n v Xien Yt—n
A 2 P
N Bt 1 Xe—nt1 Xi—pp1 -+ Xe—pp1 Yt—n+1
B, = o , Xe= ) , Y=
Br.e 1 x X2 ..oxP Yt
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Application and results

i

@ Polynomial regression of order 2 (quadratic should be enough)
@ Window size of n = 100

@ Parameters are then estimated from t = 101 to t = 1000

15

0.0

-0.5
L

@ It works nicely but it may be a bit heavy to recalculate model parameters every time
steps with such overlapping windows(!)

@ Optimally, one would want to lighten the computation burden as much as possible,
while limiting the amount of data to store

28/39



=]
=1
=

Online learning

m

@ The fundamental principle of online learning relies on recursivity

e At a given time t — 1:

o A set of model parameters 3, ; was estimated
o All data {(x;,yi)}i<¢—1 is considered as already “used”, and hence dumped
o |t may be that some information Q;_1 (of very limited size) is kept in memory

o Then, at time t:

e Only data at time t, i.e., (x¢,y:) is recorded and used as input
o The model parameters are updated with

B =By + F((xts yt), Qe—1,7)
Optimally, F only involves simple operations e.g. matrix multiplications. 7 includes
useful parameters, e.g. memory

@ Obviously, one needs an initialization for ,@]O
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Online learning with Recursive Least Squares (RLS)

m

@ Choose a forgetting factor v, v < 1 (e.g., v = 0.99)

@ Consider that the Least Squares estimation problem to be solved down-weight past
observations, i.e.,

A~

. i 2
B, = argming Y. _, vt (yi — ﬁTx;)

@ and we skip the necessary algebra to obtain the recursion for the RLS estimator with
forgetting:

Given a forgetting factor v, The Recursive Least-Squares (LS) estimate 3, at time t is
given by

R =vRi—1 + XtX;r

- - _ AT

Bi=Bi 1+ R 1xt(}/t = Beo1xt)

where
1
Xt—n
2
Xt = Xt—n
thn
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Application and results

i

@ Polynomial regression of order 2 (quadratic should be enough)
@ Forgetting factor v = 0.99

o Initialization: B, = 0

— o

0.0

-0.5
L

@ It works as well as the sliding windows, while being (potentially) much faster and
avoiding re-using a lot of data

@ How does one decide on the forgetting factor v to use?
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@ Cross-validation

(if no time - watch on YouTube: )
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What decisions are we talking about?

m

@ The more advanced the modelling approach, the more likely you need to decide on
so-called meta-parameters, e.g.

o order of polynomial regression

e fitting points and bandwidths for local polynomial regression
e window size when learning over sliding windows

o forgetting factor (/learning rate) in online learning

e etc.
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What decisions are we talking about?

m

@ The more advanced the modelling approach, the more likely you need to decide on
so-called meta-parameters, e.g.

o order of polynomial regression

e fitting points and bandwidths for local polynomial regression
e window size when learning over sliding windows

o forgetting factor (/learning rate) in online learning

e etc.

@ And you may also want to see whether a different model, or the use of other
explanatory variables, would yield higher forecast quality
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What decisions are we talking about?

m

@ The more advanced the modelling approach, the more likely you need to decide on
so-called meta-parameters, e.g.

o order of polynomial regression

e fitting points and bandwidths for local polynomial regression
e window size when learning over sliding windows

o forgetting factor (/learning rate) in online learning

e etc.

@ And you may also want to see whether a different model, or the use of other
explanatory variables, would yield higher forecast quality

@ What could be a well-thought strategy to make those decisions?
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Playing with available data

i

power [p.u.]

0 100 200 300 400 500 600 700 800 900 1000

time

@ We need to find smart ways to use those data to make decisions...
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We can organize our own forecast competition

TRAINING VALID i ION

power [p.u.]

0 100 200 300 400 500 600 700 800 900 100(

time

@ A part of the dataset is used for any training, given choices about models,
meta-parameters, etc.

@ The remainder is used for genuine forecast evaluation
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k-fold cross validation

m

@ The process of using part of the data for training and the remainder for validation is
referred to as cross-validation

@ For the case of k-fold cross validation:
o Choose a reference score Sc e.g. RMSE

o Divide the dataset into k parts of (app.) equal length

o For a given choice of model M and meta-parameters T,

@ There are k possible validation sets to be considered, i =1,..., k
o For a given i, train over k — 1 parts of data...

@ And calculate the score for the last remaining part of data Sc;(M, )

o Calculate the average score Sc(M, T) for these k validation data blocks, i.e.

Sc(M,T) ZSC,(M T

@ k =10 is the most common choice
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Example: 10-fold cross-validation

power [p.u.]

i i i i i i
T T T T
0 ; 100 200 300 400 5‘00 690 7q0 809 900 100(

time

@ Use the first 9 blocks of data to train, and the last one to perform genuine
forecasting and calculate RMSE score - Obtain Scio(M, 7)

@ Repeat for all other possible combinations...

=
=
=

i
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Example: 10-fold cross-validation

power [p.u.]

0 , 100 200 300 400 500 600 700 800 900 100(

time

o E.g. when reaching i = 4, use the first 3 and last 6 blocks of data to train, and the
4™ one to perform genuine forecasting and calculate RMSE score - Obtain Sca(M, T)

o When finished with all i = 1,...,10, calculate the average score value Sc(M, 7)
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Thanks for your attention!
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